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[bookmark: _6ggl46ehhfl2]1. Objectives of the Lecture
This lecture develops the single-cell RNA-seq analysis pipeline end to end. It motivates why single-cell assays are needed, explains how scRNA-seq data are generated, describes how raw reads become count matrices, and shows how preprocessing, dimensionality reduction, visualization, and trajectory inference reveal biological structure. It concludes by situating these methods in the broader context of single-cell atlases and foundation models.
More specifically, the lecture aims to:
• explain why cellular heterogeneity cannot be resolved by bulk measurements alone;
• compare major scRNA-seq technologies, especially droplet-based and plate-based assays;
• define the standard preprocessing workflow: quality control, normalization, feature selection, PCA, clustering, and visualization;
• introduce trajectory methods such as Monocle and RNA velocity for modeling dynamic biological processes;
[bookmark: _x7jb2ub15khg]• connect classical single-cell workflows to emerging atlas-scale reference resources and foundation-model approaches
2. [bookmark: _6chibj5k953d]Key Concepts & Definitions
Single-cell assay
 Any experimental measurement where the cell (or nucleus) is the unit of observation; output is typically a cells × features matrix rather than a bulk average.
Bulk vs single-cell
 Bulk profiles average many cells, so cell-type mixtures and rare states can be “washed out”; single-cell explicitly represents heterogeneity across cells.
Cell type vs cell state
 Cell type is a relatively stable identity (e.g., B cell vs T cell); cell state is a context-dependent configuration (activation, stress response, cell cycle) that can vary within a type.
Cell barcode
 A sequence tag that identifies which reads belong to the same cell, enabling pooling of thousands of cells in one sequencing run.
UMI
 A short random tag attached to each captured molecule so PCR duplicates can be collapsed, improving molecule counting.
Dropout
 A transcript present in a cell is not detected (often due to limited capture/sequencing and stochastic sampling), producing many zeros.
Doublet
 Two (or more) cells captured as one, creating mixed-marker profiles that can mimic “hybrid” states.
Library size
 Total counts per cell; a proxy for capture/sequencing depth that must be accounted for in normalization.
Batch effect
 Systematic differences induced by run, donor, site, chemistry, etc., that can dominate biological signals.
Integration
 Methods that align datasets so that cells group by biology (type/state) rather than by batch/technology.
kNN graph
 Graph where each cell connects to its k nearest neighbors (often in PCA space); many clustering/trajectory tools operate on this graph.
Embedding (t-SNE/UMAP)
 Low-dimensional visualization that preserves local neighborhoods; valuable diagnostically, but not a full statistical model of biology.
Pseudotime
 An inferred ordering of cells along a continuum (e.g., differentiation) that is not necessarily a physical clock.
RNA velocity
 A direction estimate in expression space derived from spliced vs unspliced RNA, intended to predict short-term future state changes.
The definitions above reflect consensus language used in widely cited reviews/tutorials and core methods papers.
(https://pubmed.ncbi.nlm.nih.gov/19349980/)

3. Main Content / Topics
[bookmark: _lq78jksg94i2]3.1 Why Single-Cell Analysis

The lecture opens from a functional-genomics perspective. DNA sequence is largely static and shared across cells, but cellular function differs because molecular phenotypes are context dependent. RNA-seq is therefore a natural starting point: mRNA abundance provides a cell-state-dependent readout of gene activity.
A key framing slide contrasts three measurement resolutions:
• Bulk: mixed or averaged measurements across many cells;
 • Single cell: measurements resolved at the level of individual cells;
 • Spatial: measurements that retain spatial context inside tissue.
The central point is that bulk data obscure heterogeneity, whereas single-cell data expose distinct cell types, transitional states, and rare populations.
Single-cell data can also capture cell-to-cell variability that reflects stochastic gene expression and regulatory noise.
3.2 scRNA-seq Technologies
Droplet-based:
· cells are encapsulated into micron-size droplets using microfluidics system
· Higher-throughput, limited isoform resolution
· Each droplet is a reaction chamber
4. Barcoded oligos are released
5. cDNA synthesis
6. Barcoded oligos generate cDNA via RT
7. Pool and sequence barcoded cDNA
· Cells are encapsulated into micron-sized droplets using microfluidics system
· High-throughput (10^4–10^5 cells)
· Limited isoform resolution (typically captures transcript ends)
· UMIs enable digital counting of transcripts, which improves quantitative accuracy compared to traditional bulk RNA-seq.
Plate-based:
· Cells are isolated into wells via cell sorting methods
· Medium-throughput, allows isoform analysis
· Cells are insulted into wells via cell sorting methods (e.g., FACS)
· Medium-throughput (10^2–10^3 cells)
· Allows isoform analysis (full-length transcript capture)
Barcoded oligonucleotide (oligos):
· is comprised of PCR primer, cell barcode and unique molecular identifier (UMI)
· PCR primer: for amplifying cDNA to reach sufficient levels for sequencing
· Cell barcode: unique tag (e.g., 16 bp) for each bead - identifies a single cell
· UMI: random tag (e.g., 12 bp) that varies across oligos on a bead, labels each mRNA molecules - corrects PCR amplification bias
· 4^12 possible sequences → low chance of collisions, 10^3–10^5 UMIs typically detected per cell
· Has Poly-T tail and should match Poly-A mRNA tail
[image: ]

[bookmark: _5m0amc2lrkwq]3.3 From Reads to Count Matrix
1. Each barcode represents a (putative) single cell
2. cDNA reads are aligned to reference genome and assigned gene labels
3. For each (cell barcode, gene): unique UMIs are counted to estimate transcript abundance
4. Stringent QC thresholds are critical because low-quality cells can introduce artificial clusters in downstream analysis.
[bookmark: _u9imq5k46r2d]3.4 Preprocessing Workflow
The lecture presents a standard preprocessing pipeline:
 count matrix → QC & normalization → HVG selection → PCA → clustering / visualization → downstream analysis.
[bookmark: _m7b1nq6gb2sp]Quality Control
The main QC metrics are total UMI count per cell, number of detected genes per cell, and mitochondrial gene fraction.
• Very low UMI or gene counts often indicate empty droplets or poor capture.
 • Very high total counts may indicate doublets or multiplets.
 • High mitochondrial fraction may indicate stressed, damaged, or dying cells.
These filters aim to remove technical artifacts before structure learning begin.
[bookmark: _z71no3rlfq8t]Highly Variable Gene Selection
After normalization, the workflow focuses on genes most informative for cell-state structure. Because variance naturally increases with mean expression in count-like data, genes must be evaluated relative to an expected mean–variance relationship rather than by raw variance alone.
[bookmark: _cewrggx72hx]3.5 Dimensionality Reduction & Visualization
Once informative genes are selected, the lecture turns to low-dimensional representation.
[bookmark: _k9l6jkwub6it]Principal Component Analysis (PCA)
PCA is introduced as the standard first-stage dimension reduction method. It identifies orthogonal directions capturing maximal variance in the normalized data and typically reduces thousands of gene dimensions down to roughly 20–50 principal components.
[bookmark: _iq9vbjety1bu]Visualization with PCA, t-SNE, and UMAP
The lecture next explains that cells are often displayed in 2D or 3D so clusters and marker-gene overlays can be interpreted visually. PCA gives a linear embedding, while t-SNE and UMAP are nonlinear and generally better at capturing manifold structure in complex datasets.
[bookmark: _tyxzbj6pnnoi]Interpreting Embeddings Carefully
A major cautionary theme of the lecture is that visual intuition can be misleading. A Mercator-projection analogy is used to show that apparent size in a picture may not match true size. The lecture then states the analogous issue for t-SNE and UMAP: density information is often lost because local length scales are adapted to neighborhood structure.

 Each dot is an individual cell, cells that have similar profiles are placed closer together.
The choice of dimensionality reduction method can significantly affect clustering results and biological interpretation.

[bookmark: _6lgvsiymlzg]3.6 Trajectory Analysis & RNA Velocity

 Pseudotime is a continuous coordinate that orders cells along an inferred trajectory and acts as a proxy for biological progression.

 RNA velocity is a direction estimate in expression space derived from spliced vs unspliced RNA, intended to predict short-term future state changes.

 Use intronic reads to quantify unspliced molecules → proxy for transcriptional influx.
RNA velocity assumes steady-state kinetics, which may not hold in rapidly changing or perturbed systems.
[bookmark: _9t3p233r25ku]3.7 Case Studies

 SARS-CoV-2: nasal epithelial cells showed enriched co-expression of ACE2 and TMPRSS2, suggesting a major entry site.
Glioblastoma: four major malignant transcriptional states were identified, suggesting tumor heterogeneity.
[bookmark: _s6skdo7c2167]3.8 Single-Cell Atlases & Foundation Models
Single Cell Atlases
· Human Cell Atlas
Single-Cell Foundation Models
● Can speed up analysis
● Biological data
 ○ Using these atlas-scale data to learn
 ○ Tissue imaging and histology, spatial, multimodal, transcriptomics, genomics and epigenomics
● Foundation models
 ○ GeneFormeR
 ○ scGPT
 ○ scFoundation
 ○ Universal Cell Embedding
 ○ SCimilarity
 ■ Graph-based approximate nearest neighbor search
[bookmark: _bausto940fu3]Downstream Tasks
○ Integrating new data
 ○ Cell annotations
 ○ Identification of marker gene signatures
 ○ Prediction of perturbation outcomes
 ○ Querying for cell entire cell profiles across a full atlas
 Foundation models enable tasks such as integration, annotation, and prediction.

[bookmark: _w3mfoi1cmvuk]4. Discussion / Comments
This lecture is structured as a coherent computational pipeline from measurement to biological interpretation. The overall message is not merely that single-cell data offer finer resolution than bulk data, but that they support a layered inferential workflow:
1. measure cells individually,
2. convert reads into a count matrix,
3. remove technical artifacts and stabilize variance,
4. represent cells in lower-dimensional spaces,
5. infer clusters, developmental paths, and directional changes,
6. compare new observations against large reference atlases and learned representations. 

Single-cell methods are powerful precisely because they avoid averaging, but this comes with measurement noise and incompleteness at the level of each cell (especially for RNA capture), making pipelines heavily dependent on QC, normalization, and modeling assumptions.
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